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Abstract

The parallel program suite PDVR3D calculates the rotation-vibration energy levels of triatomic molecules, up to the
dissociation limit, using either Radau or Jacobi co-ordinates in a Discrete Variable Representation (DVR). The algorithm used
to achieve a parallel version of this code, which has been substantially improved, and the performance of the codes is discussed.
An extension of PDVR3D to the study of resonant (quasi-bound) states of the triatomic molecules is pres2odedElsevier
Science B.V. All rights reserved.
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1. Introduction tional quantum numbers [8]. Since I, the algorithm for
PDVR3D has been substantially improved.
Techniques used to solve the rotation-vibration In this article we summarize the algorithm used by
Hamiltonian for triatomic molecules are now well PDVR3D to solve bound state rotation-vibration prob-
developed [1-4]. However, there are applications, even lem, detail the recent improvements to this algorithm
for three atom systems on a single potential energy and assess the current state of parallel diagonalizers.
surface, which present a formidable computational e also present an extension to PDVR3D for calculat-
challenge. Even light triatomic molecules may possess ing quasi-bound (resonant) states of triatomic systems.

10° bound rotation-vibration states [5]. This extension is an entirely new code as the DVR3D
In a previous article [6], henceforth referred to as g ite is only for purely bound states.

l, we described how the DVR3D program suite of  ppy/R3p js portable across a wide range of dis-
Tennyson and co—vv_orkers [7] was port_ed to massn{ely tributed memory platforms, which use the Single Pro-
parallel_ computers in manner appropriate for tackling gram Multiple Data (SPMD) loading strategy. Partic-
Iarge triatomic problems. The PDVR3D program de- ular platforms for which we have tested PDVR3D in-
scribed in | has been used to address a number Ofclude the 26-processor IBM SP2 machine at Dares-
problems. In particular we have used it to obtain all bur Laboratgr the Edinburah Parallel Computer
the bound vibrational states of water and to obtain Ce|}1/tre (EPCC)yéray Machinesg the T3D whicrﬁ) had
all states up to dissociation for a given set of rota- B
P g 512 processors, and the T3E which has 328 application
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We briefly overview the DVR3D suite in the follow-  metry is to be used with standard embeddings. Unlike
ing section, and its parallel version called PDVR3D. DVR3D, PDVR3D has recently been extended to cal-
Sections 3-5 details the parallelization procedure culate resonance states.
and Section 6 considers the extension to quasi-bound Due to schedule restrictions most of the MPP ma-
states. chines we have tested require the use"opbcessors

per session, apart from the Cray-T3E at EPCC and the

Cray T3E-1200E at Manchester University, which al-
2. DVR3D and PDVR3D: an overview low the use of some even number of processors, such

as 80, 96 and 160 per session. However, it should be

The DVR3D program suite [7] solves the triatomic  noted that the the code can run on any number of
rotation-vibration problem using a discrete variable processors.
representation (DVR) in each of the vibrational co-  Because of this restriction and the memory require-
ordinates. Each DVR consists of grids based on ment for solving a typical rotation-vibration prob-
an appropriately chosen set of Gaussian quadraturelem, PDVR3DRJ is usually run on 64 or 128 of
points. The vibrational coordinates employed are two T3D processors, not less than 16 processors of the
stretches, y, r2) and an included anglé. Use of an Cray-T3E's, and 8 or 16 of the Daresbury IBM SP2.
orthogonal kinetic operator, highly desirable ina DVR PROTLEV3 or PROTLEV3B can use any config-
method, restricts these coordinates to either Jacobi (J)urable number of processors. The present versions of
or Radau (R) coordinates. Itis based on the Sequentialthe parallel codes are all based on the use of MPI [11].
Diagonalization and Truncation Approach (SDTA) [9] Our parallelization strategy addresses three crucial
implementation of the DVR representation. The SDTA requirements:
treats the coordinates in sequence by diagonalizing (1) Good load balance. Distributing the work load

adiabatically separated reduced dimensional Hamilto- equally over the processors.

nians; it gives a final Hamiltonian with high informa-  (2) Good locality to avoid too much data transfer

tion content, i.e. with a high proportion of physically between processors.

meaningful eigenvalues. (3) Avoiding excessive writing to or reading from a
DVR3D contains a number of modules. Program disk (I/0). As 1/O is not performed in parallel on

DVR3DRJ solves pure vibrational problems when the the MPP machines available to us, it can become a

rotational angular momenturnd, is 0. For rotation- severe bottle-neck. It should be noted that DVR3D

ally excited states DVR3DRJ solves an effective ‘vi- uses large amounts of 1/0O to reduce memory

brational’ problem with a choice of body-fixed axes usage.

which can either be embedded along one of the ra-

dial coordinates or along their bisector [10]. Modules

ROTLEV3 and ROTLEV3B are driven by DVR3DRJ 3. Parallelization of ‘vibrational’ problem

and solve the fully coupled rotation-vibration Hamil-

tonians with the standard and bisector embeddings, re- PDVR3DRJ deals with the ‘vibrational’ Hamil-

spectively. A final module, DIPOLE3, computes di- tonian as well as] = 0 calculations. It employs a

pole transitions but this will not concern us here. Sequential Diagonalization and Truncation Approach
The parallel version of the DVR3DRJ suite, (SDTA) DVR implementation to form compact 3D

PDVR3DRJ consists of independent modules Hamiltonian matrices,HSPTA, Our experience has

PDVR3DR and PDVR3DJ for Radau coordinates shown this method to be considerably more efficient

with a bisector embedding, and other coordinate/em- than the non-STDA approach, see I, although studies

bedding options, respectively. Thus PDVR3DR and on conventional architectures have found cases which

PROTLEV3B solve nuclear motion Hamiltonians de- favor use of non-STDA algorithms [12].

fined in Radau co-ordinates, with the radial motion In the SDTA scheme, the order in which the inter-

symmetry treated via bisector embedding. PDVR3DJ mediate diagonalization and truncation are performed

and PROTLEV3 are appropriate for Jacobi and indeed can be important for achieving computational effi-

Radau co-ordinates in the case where no radial sym-ciency [13]. Most crucial is the choice of the final
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coordinate, denoted below. The procedure used to whereq =0 or 1.7 is the kinetic energy term, see
select the intermediate eigen-pairs which are used tol, and V is the potentialx and 8 are the radial grid
form the final Hamiltonian can also be important [9].  points, whereag stands for the angular grid points.
Considering these two factors, the parallelization This Hamiltonian is diagonalized using a standard
requirements listed above, and the énstraint, we real symmetric diagonalizer, such as the NAG routine
have chosen a simple but efficient parallelization FO2ABE [15] or the LAPACK [16] routine SYYEV to
strategy. If the DVR has,, ‘active’ (see I) grid points  yield eigenvectorsC2P)” and eigen-energig&2P)Y .
in co-ordinaten, then the calculation is spread over  As the angular grid points are mapped onto the
M processors by placing eithey,/M grid points on  processors, this step is very easy to parallelize. Each
each processor i /n, processors for each grid point  processor forms and then solves thé2P)” at the
in coordinaten. As will be discussed later, the latter angular gridy, which is then stored on the processor.
option is suitable when one wants to calculate many This means that all the 2D Hamiltonian solutions are

(3000 or more) rotational states for low values/of performed simultaneously.
_ For clarity, we assume in the following paralleliza-  |n this step it is also necessary to select the lowest
tion discussions that there is exactly one grid point per gjgen-pairs to be used for the formation of the full
processor. However, it should be noted thatM & and compact 3DASPTA Hamiltonian. Energy cut-
M/n; > 1 schemes have also been implemented. The off criteria are the common selection procedure in
M /ny algorithm is a new addition to PDVR3DRJ. the SDTA [7,9], but in this procedure the number
of functions used to construct the final ‘vibrational’
3.1. PDVR3DR Hamiltonian varies with the angular grid poimt.

_ This algorithm clearly would lead to unbalanced
In Radau coordinates, both the stretches need t0 be. 0 jations, so the selection criteria was modified: an

treated equivalently and hence_togethe.r if the permuta- equal number of eigenstates of the symmetrized two-
tion symmetry of AR systems is to be included. The i angjonal radial problem?2P, are retained for each

gnly chtout:e O{. orciﬁgng n 3.” StTDfA tschelm? t_lf_wus tre- active angular grid point. In this approach the size of
uces to treating co-ordinate first or last. Treat- . - ZSDTA amiltonian is given by

ing 6 last is the most efficient as the intermediate di-
agonalization will then occur after two rather than one 3D _ 2D ny. 2)
co-ordinate has been considered. For the ABstem
in which the mass of A is much greater than the mass In step two, using the selected 2D eigen-pairs
of B (the assumption taken here), treatihgistis also ~ (C2P)¥ and(E2P)Y, the final 3DH SPTA Hamiltonian
best according to the theory of Henderson et al. [13]. is constructed as

In this section we present the parallelization of

. . . . . B—q
the SDTA 3D vibrational Hamiltonian. As paralleliz- (3D) 2D\ ~1/2
ing the J > 0 ‘vibrational’ Hamiltonian is practi- Hy = ET) ‘SV*V"S’J""ZZ(P”SW)
cally the same as parallelizing the= 0 vibrational pa=l
;|0ar:n3l)lt§n|an. The latter is described here and in Sec- x(1+ (Sa’ﬂ')_l/z(CZD)Zﬂl(CZD)Z’a’l’
" =5 / / / —_ q ! / /
In step one, the 2D HamiltonianH 2P)”, describ- X (Laa yy'dpp + (=D Lapyypa
ing the symmetrized radial motion, at each activis X(=DLga’ yy8ap + LpgyySaa’)s
constructed as [14] (3)
(2D)yY
(H )aa’ﬂﬂ/ wherel = 1,2, 3,...,n2P. The matrixL is the angular
= (1+80p) Y2+ 80p) V2 (YuarSppr kinetic energy terms, see |.

; 77SDTA toni ;
(D) Y ap S + (=D Vparbapr + TopSae Construct_|on of the 3I:_H Hamiltonian matrix
g was parallelized by making each processor construct a
+V(rie. 728, 0y) Gaarp.pr + (=1)80,p8p.0)).  strip of the HamiltonianA 32 (N30 /M, N3D). This
(1) is done using the following steps:
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(1) TheL matrix is replicated on every processor. different strategy from | was pursued whereby there is
(2) Each processor then performs the matrix-matrix no separate treatment of the first co-ordinates. Instead
multiplication,L (C2P)¥ (C2P)¥", where(C2P) is the first two co-ordinates are treated together. In this

the 2D eigenvectors stored on the processor while case it is only necessary to decide which co-ordinate
(C2P)Y’ is the transpose of the 2D eigenvectors of to treat last. Here cases where theo-ordinate or
every active angular grid. While doing the multi- r, co-ordinate is treated last are considered. However,
plication, the processor sends (&2°)” to all the as explained before, the MPP machine load balance
other processors. If # y’, the processor uses the requirements and the physics of the system should
(CZD)V/ it receives from another processor. determine which co-ordinate is to be treated last and
(3) As(E)?Pis diagonal in botly and!, itis added to distributed over the processors. Thus our studies on the
the diagonal elements of the full 3D Hamiltonian. HCP and H [17] molecules used the ordering where
In other words, construction of the diagonal Hamil- 1, is treated last, whereas our HNcalculation treats
tonian blocks is local to each processor, but the forma- ¢ last [17,19].
tion of the off-diagonal blocks is given by the matrix— The HSPTA formation procedure is similar to that
matrix multiplication of the local set of vectors and described in the previous section. However, here all
the nonlocal(C?P)”". Each processor broadcasts its the grid points of the co-ordinate treated last are tuned
2D eigenvectorsC?P) while at the same time building  to the system, so there is no reason to reject particular
the local diagonal block. This means that all the blocks points. Thus all DVR grids in the co-ordinate are taken

(diagonal or not) in the same row are constructed si- as active. Whe# is chosen as the last co-ordinate, the
multaneously. This approach is a simple and effective 3D vibrational#SP™ is given by

way of avoiding multiple data transfer and unbalanced

loading, see Fig. 1. Our calculations on®i[8] and Hﬁ?f,l,
on Oz [17] are examples of the use of PDVR3DR. 2Dy 2Dy 2Dvy
As shown by Wu and Hayes (WH) [18], it might = (E77); Sy.yrdrr + Z (C a1 (C D gy
not be necessary to construct tH€®™ Hamiltonian pplac’
matrix explicitly if an iterative parallel eigen-solver is X (Lt%’w"sﬁﬁ’ + Ll(ﬁzﬂ)’w’a““/) (4)

used to yield the required eigen-pairs. This idea, par-
allel eigen-solvers and diagonalization of the Hamil-
tonian are discussed later.

while in the case where is the last co-ordinate, the
3D vibrational #SP™ can be written as

737 (3D
H( )l' = (EZD);gaﬂ’ﬂ/(Sl’l/

3.2. PDVR3DJ BEL.
c2Dyf (2D ﬂ: ,,T@, 5
In the Jacobi formulation of the STDA procedure +a§y,( oyt Vs ©
each co-ordinate is treated separately. This separa- N
ble treatment is retained even when permutation sym- where,l =1,2,3,...,n?P, E?P and C?P are the 2D
metry of identical atoms is considered, but the sym- €igen-pairs.
metry treatment halves the number of angular DVR
grid points used. Similarly for the Sutcliffe—~Tennyson
Hamiltonian [10] formulation in Radau co-ordinates 4. Parallel diagonalizers
where no symmetry is to be used, each co-ordinate is
treated separately. This means that EiePTA Hamil- Obtaining a suitable parallel diagonalizer has proved
tonian is formed in three stages. Hence in the SDTA a major problem. There are four parallel diagonalizers
DVR implementation scheme, there are six possible which one might regard as suitable for finding many
co-ordinate orderings. or all solutions of a large Hamiltonian real symmetric
Although selecting equal number of eigen-pairs problems: Scalapack [20], HIS [21], BFG [22], and
from stage one and two, for each DVR grid of the co- PelGS [23]. R
ordinate treated last, avoids both load in-balance and  The real symmetridZSP™ needs to be diagonal-
I/O operations, we found it to be slow. Therefore, a ized to yield the final eigen-pairs. For this we need
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pe 0 1 2 3
I Building the
0 2d 2d 2d 2 ; 2D-Hamiltonian
a, a,
( B’)Yl H( B)Y2 H(OC>B)Y3 H(aaﬁ)y4 ‘ +
Using SDTA on
v the 2D-solutions
lo lo lo lo
Cl(feO) n C(pel)Y2 C(pe2)Yl3 C(pe3)Y .
lo 0 lo
11 C(Peg)(é((Peg; Clpe)Cpel) | CPe0)C(pe2) | Cped)C(ped)
pel
1 1 : Building the
lo o lo 0 Cpel)C(ped) :
Clpel)C(peld) | C(pe1)C(pel) | Clpel)Clpe2) petfipes) ! 3D-Hamiltonian
Y2 + E(pel) = D
lo lo lo lo lo H
B |Cpe2)C(pel) [ Cpe2)C(pel) | Cpe2)C(pe2) | C(pe2)C(peB) using selected
+ E(pe2) g
2D-solutions
Io lo Io lo Io
v |Cpe3)C(pe0) | C(Pe3)C(pel) | C(pe3)C(pe2) | C(pe3)C(pe3)
+ E(pe3)

Fig. 1. Structure of the First-Step Hamiltonian matrix constructed by PDVR3DR. The SDTA matrix Hamiltonian is constructed by distributing
the angular DVR grid pointg over the processors. The small boxes at the top of the figure indicate a processor while the label inside the box
shows the identity of the processq}f.zD(a, By, i=12....,ny, stands for the 2D-Hamiltonian of a particular C'°(pe0), for example, is

the set of eigen-vectors seIectéﬁD(aﬁ; y1); j = 1,7%P, which is local to processqre0. E(pei); i = 0,1, ...,n, — 1 are the corresponding
eigenvalues to the local eigenvectors.

to get both then (< N3P) lowest, orthogonal eigen- eigen-solvers, PDVR3DR and PDVR3DJ redistribute
vectors,C3P, i = 1, h and associated eigenvalues, and the #SP™ in lower or upper triangular form.

use all the available processors. This rules out both the  BFG is a one-sided Jacobi parallel diagonalizer.
Scalapack [20], which does not guarantee an orthogo- It requires the Hamiltonian in the strips it is con-
nal set of vectors, and HJS [21], which is designed to Structed. In practice, we need to solve Hamiltonians of
usen? processors whereas we are constrained to useSizé 10000 or more, however, the BfSGDTTagonallzer
2". However, the parallel program can use any other Proved incapable of diagonalizing 3B Hamil-
parallel diagonalizer which satisfy the two criteria. ~ tonian matrices larger than 3000. _

The HSPTA Hamiltonian matrix can be stored in PeIGS, on the other hand, is a collection of com-
either unpacked or packed triangular form. We have monly used linear algebra subroutines for computing
tested BFG [22] for the unpacked form and PelGS [23] the eigen-systems of the real standard problem
for the other. To get a good load balance for these Ax = Ax (6)
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and the general eigen-system

Ax = ABx, (7)

whereA andB are dense and real symmetric matri-
ces withB positive definite anc is an eigenvector
corresponding to eigenvalue PelGS uses a flexible
column distribution with packed storage for real sym-
metric matrices which are similar to t#SPTA. A se-
rious drawback of PelGS is its requirement for large
amount of memory as workspace.

As standard real symmetric diagonalizers limited
the size of calculations which could be attempted for
3D compact dense Hamiltonians, we also explored
the possibility of using an iterative parallel eigen-

solver. Such an approach has been advocated by

a number of other workers [18,24-26], although,

unlike many of the studies, we require eigenvectors as

well as eigenvalues. To our knowledge there is only
one parallel iterative eigen-solver, PARPACK [27],
generally available.

PARPACK is a portable implementation of
ARPACK [28] for distributed memory parallel archi-
tectures. ARPACK is a package which implements the
Implicit Restarted Arnoldi Method used for solving
large sparse eigenvalue problems [27].

Typically the blocking of the initial vectoV is
commensurate with the parallel decomposition of the
matrix ZSPTA. The user is free, however, to select an
appropriate blocking d¥ such that an optimal balance
between the parallel performance of PARPACK and
the user supplied matrix—vector product is achieved.
Interprocessor communication is inevitable, which
can create large overheads, to perform the matrix-
vector product as both the Hamiltonian matrix and the
vector are distributed over the processors. To avoid
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Table 1

Comparison between PelGS and PARPACK performance in the
solution of vibrational Hamiltonian matrix of dimension= 3200

for the first 300 eigenvalues of different systems. The comparison
was conducted using 8 EPCC Cray-T3E processors

Molecule PelGS/sec PARPACK/sec
H20 2453 104.7
HNZ 236.6 78.2
HI 236.3 564.2
O3 236.0 177.0

In this approach the multiplication (in matrix nota-
tion), see Egs. (3)—(5), can be given by

= (E?® 4 ¢ ey, (9)

The advantage of WH's scheme is that their method

requires less memory than ours, but as is clear from

Egs. (8) and (9), our approach needs a smaller number
of operations per iteration. Therefore, as most of the

CPU time is spent on the diagonalization, our method

should perform better. As discussed in Section 5.3,

we have used other strategies to overcome memory
problems when they arise.

In addition to the memory requirements and flexi-
bility, speed of the eigen-solver is another factor for
which one might choose the eigen-solver. When tested
on different systems, we found the relative perfor-
mance of PelGS and PARPACK to be molecule de-
pendent, see Table 1.

In particular we found that for a given matrix size,
PelGS timings are almost system independent. Con-
versely the iterative diagonalizer shows strong system

any unnecessary interprocessor communications, Wedependence, performing much worse for the strongly

perform our matrix—vector product

w — HSDTAY

(8)

by using mpi allreduce&V, x, n, mpi_real, mpi_sum
commierr). Each processor then does the matrix—
vector multiplication on its local portions using the
sgemv BLAS [29].

In the matrix—vector description given above, the
HSPTA Hamiltonian is constructed beforehand. How-
ever, as suggested by WH [18], one can perform the
matrix—vector without explicitly constructing SPTA,

coupled H molecule, in which the spectra is dense
and the Hamiltonian eigenvalue distribution is low, but
very well for the others. Furthermore, it is known that
the speed of the PARPACK algorithm is dependent on
the HSPTA Hamiltonian eigenvalue distribution [18].
So this explains the convergence speed difference for
PARPACK in the table. Similar behaviour for itera-
tive diagonalizers on conventional computers was ob-
served by Bramley and Carrington [24]. It should be
noted that the comparisons are performed for a rela-
tively small final matrix and on only 8 processors.
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5. Rotational excitation diagonal ink, which can be denoted, in the sym-

metrized Radau representation,BS{’f, (i=1nh),
Once the eigenvectors of the 3D Hamiltonian have

been obtained, the next step is to transform the Bi’iilf,z—(l+ 8.0 + 800) 280 k1841 CT i
compact eigenvectors to yield values for the amplitude 5 Z wj,k,iwj,kz,i/(M(l) B M(z))J(l)
of the eigenvectors at the original DVR grid points. apy Fapy’ ad! BB/ TkxLkyy’
As our SDTA DVR implementation uses two stages By
instead of three to form the compact and dense —(1+6k,o+Skzo)‘l/zskgkigsngijkﬂcjfk
Hamiltonian, HSPTA, the transformed eigenvector is Tki o TKA
simply XD Vapy Vapy
afyy’

n?0 « (MD 1 @) ;@
%’Esy = Z CJZ'kD(“ﬂ : V)Cis;{D(j, Y)s (10) (Mo Mﬂﬂl)]kiz’kw” -

= where theM matrix is the familiar centrifugal distor-

] o ] ] tion term,ka is the Coriolis coupling coefficient and
wherek is the projection off on the body-fixed-axis ’

- . ; J® are angular integrals, see Ref. [7].
(k :h(;:: '[Jr;sof)o?rr:]il dlse?ggi(/“ecclﬂ?rrsefrinf;:;e.use 4 as Because afour-dimensional transformation is need-
. . ed to construct each matrix element, this step can

basis for calculating the resonances states and the
rotational excited states. As in either case only
(< N3P) eigenvectors need to be transformed, it is
necessary to redistribute the eigenvectors so that thos
required are spread equally between the processors.

The 2D vectorsC2P, are already mapped on to
processors using as they are generated during the
Hamiltonian construction. When the 3D vectd®sP,
are generated by PelGS, they are mapped by distrib-
uting vectors among the processors. No redistribution
of the C3P s required if the PARPACK eigensolver is
used.

When considering rotationally excited stafe; 0,
it is necessary to repeat all the above steps for &ach
If both even and odd Wang parity, rotational states
are to be calculated using the same First-Step vectors

thenJ + 2 separate calculations are performed, one for co-ordinates(ry, r2), the angled or the eigenvectors

eachk =0,1,...,/, plus an extra =1 with p =1 h. Parallelizing ovelr1, r») is complicated by the ra-
calculation as this must be treated as a special case [7 45| DVR grid symmetrization. Conversely paralleliz-
30]. ing over o is superficially attractive as this is done
in the First-Step and the number pfs has already
5.1. PDVR3DR been chosen to map conveniently onto the number of
processors. However, there are problems with distrib-
For rotationally excited states, the Second-Step of uting ond. In this mode, each processor will build con-
the calculation introduces full rotation-vibration cou- tributions to every element of the block, which will
pling by including the Coriolis operators, which are have to be assembled on a single processor once con-
off-diagonal ink [7,30]. When the full Hamiltonian  structed. More seriously, a typical setmfﬁé’;y takes
is expressed in terms of the First-Step solutions, the about 0.5 GB of memory, so these must be distributed.
problem of constructing the fully coupled Hamiltonian This method leads to an excessive amount of inter-
matrix reduces to one of constructing the terms off- processor communication.

be quite time consuming. It is therefore necessary
to consider carefully how one might parallelize this

roblem. Wu and Hayes (WH) [18] , and Goldfield and
eE‘Sray (GG) [31] have used MPP machines fbr- 0
calculations of triatomic systems, although they have
used different parallelization strategies.

WH defined a conceptual 3D-mesh whéris used
as one of the indices, while GG have used a scheme
mappingk to processors. WH use a single step solu-
tion procedure in contrast to our two-step procedure
so their 3D-mesh scheme is not suitable for our solu-
tion strategy. The GG scheme is also not suitable in our
case as there is insufficient memory to treat more than
oneJ at a time, and only for largéare there enoughk
blocks to make distributing over processors a possibil-
‘ity. Alternatively, one can distribute over the stretching
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In PDVR3DR we therefore distributed the build-
ing of the off-diagonal blocks ik, BX¥'(h, h'), over
the M processors by placin®* (nengn,, h/M) and
V¥ (ngmgmn,, ' /M) vectors on each processor. Each
processor thus builds rows of each bloB&X (h/M,
1’). This is done using the vectols* (nyngn, , h/ M)
and WX (ngngn, . h/M), which are in the local
memory and non-locaNe¥ (ngngm,, ' /M) vec-
tors. For example, for processor O to build its por-
tion of the block, BX* (hn/M,1'), it uses its local
VK (ngngn, , h/M) and¥* (nyngmn,, h' /M) vectors
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first transformed to associated Legendre polynomials,
|dj, k). The back transformed eigenvector is [7]

ik Y.k
Qlig; = D T] Wiy (12)
Y

As for PDVR3DR, the construction of the fully cou-
pled Hamiltonian is reduced to constructing the terms
off-diagonal ink [7]. Here it is also necessary to par-
allelize the DVR to associated Legendre polynomial
transformation. As the vectors are distributed over the
processors, a copy of the transformation matfix,
is duplicated on every processor. As a result the trans-

from other processors, see Fig. 2. This procedure is formation is done without any need for inter-processor

repeated for each block formed.

communications. The off-diagonal block construction

However, it should be noted that the above scheme step then consists of a series of transformations which

requires two transformed vectord* and w*' each
time. As it is necessary to minimize 1/O on the
employed MPP machines and keeping all s, J +

1 of them for eacly, would require more real memory
than what is available, we employ an algorithm which

are performed in a similar fashion to PDVR3DR, but
as they are only three-dimensional, see Ref. [7], are
considerably less time consuming.

5.3. PROTLEV

ensures that no more than three sets of vectors are

retained in memory at any one time. The following
steps show how the procedure works:

(1) Fork = 0; createy*=0.

(2) Fork = 1: createy*=1;
form B¥=14=0 ysing Eq. (11) k' =k + 1.

The fully coupled rotation-vibration Hamiltonian
matrix is given by
HAK = 5 wEF + BRK, (13)

whereEK is a vector and*-*" is a matrix. PROTLEV3/
PROTLEV3B reads the eigenvalues and the off-diago-

Gather all the portions on processor 0 and then let n| plocks from the disk. One processor does the read-

it write full block on a disk.
(3) Fork =2 to J: createy*;
form BX-*, using Eq. (11)k' =k + 2;
replace¢k+2 by 1pk-i—l;
form BX %, using Eq. (11)k' =k + 1;

ing and then broadcast the data to the rest. E6tand
BX-¥" matrix elements are redistributed over the nodes,
such that there is an equal portion of the full Hamil-
tonian on each processor.

However, the resulting structure depends on the

Gather all the portions on processor 0 and then let eigen-solver used, see | for more details. As the size of

it write full block to disk.

This algorithm uses significantly less 1/0 than the one
presentedin I.

5.2. PDVR3DJ

In PDVR3DJ the body-fixed-axis is taken to be
parallel to one of the radial co-ordinates. This embed-
ding leads to a simpler Hamiltonian in which the Cori-
olis coupling only couples neighborikdblocks, i.e k
with k + 1 [7,30]. These off-diagonal elements have a
particularly simple form if the angular co-ordinates is

the Hamiltonian is given b x (J + 1), and typically
h is between 1500 (D) and about 4000 (HK), for
low J’s the PelGs is more suitable.

At this point it is worthwhile explaining why we
extended | by introducing thé//n, algorithm, see
Section 3. Consider our I—Q\I calculations [17,19]
as an example. As the final > 0 Hamiltonian is
expressed in terms of the First-Step eigen-pairs, the
more first-step solutions used, the better the states
converge. To converge all the 4900 or so even parity
rotational states foy = 1, it is necessary to use 3000
to 4000 ‘vibrational’ eigenvectors for eaéh

As explained in Section 4, PARPACK is preferred
over PelGS for solving the ‘vibrational’ problems. In
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Fig. 2. Construction of the off-diagonal block Ih:lBk’k/ (h,h). ¥ stands for the transformed eigenvectors which are explained in thepgéxt.
i=0,1,...,n —1 are the processors.

PARPACK Upper Hessenberg matrix [20}(ny, ny)

is replicated on every processor. Wheke= 2 x h.
Therefore forh = 4000, theUn(ny, ny) requires more
memory per node than is available. Instead of trying to
deal with the PARPACK Upper Hessenberg problem,
as WH did [18], we modified our earlier scheme
of n,/M > 1, so that we can employ the PelGS

diagonalizer.

In the new algorithm @ SP™ is distributed ovens
processors. Whergf > n,. In this scheme, @//n,
number of processors build and solve 1#&20)" for
eachn grid, but each processor retains a different
portion of the lowesk2P 2D eigen-pairs. After this the
construction of the 3D-Hamiltonian is carried out in a
fashion similar to that of the, /M > 1 method, see

Section 3.1. The only notable difference is that the new
method requires more inter-processor communication.
This is due to the fact that for eaghthe chosen set of
eigen-pairs from th& H2P)" solution is spread over

M /n, processors. AV3P = n?P x n,, see Eq. (2),

the biggerM is the smaller thé7SPTA portion on each
processor becomes. Consequently PelGS requires less
memory per node and big Hamiltonians, which could
not be solved with the:,/M > 1 method, can be
diagonalized on a larger number of processors.

This trick enabled us to calculate all the rotational
states of Hl\j for J = 1; within a tenth of a wavenum-
ber or better [17,19]. This calculation showed that a
previous study on rotationally excited states of this
system gave results which were not converged [32].
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6. Resonances As diagonalizing the7 SP™A Hamiltonian again and
again, or writing on and reading from a disk in each
In principle, quasi-bound states can be defined using time is costly, we solvé? SP™ once and keep th¢’s
different properties of the wavefunction [33]. How- in core. Only the construction and diagonalization of
ever, recent methods have employed optical potentials, A’ with different complex potential parameters and
finite square integrable bases and diagonalization pro- different number of basis is repeatedly performed.

cedures [26,34,35]. Recently Skokov and Bowman [35] computed HOCI
Using such a procedure to obtain resonance states resonance states for the potential energy surface (PES)

it is necessary to solve of Skokov et al. [36]. We have tested our resonance

A’ = ASPTA _ju(y). (14) algorithm for HOCI using the PES of Skokov et al.

_ _ ) S For CI-OH Jacobi coordinates, we used 35, 80 and 80
U is the so-called optical potential which is introduced  py/R grid points forri(= ron), r» andé, respectively.
in the asymptotic region of the real po_tenﬁaln is th? r2, the dissociating coordinate, was treated last.
dissociative co-ordinate and usually is the co-ordinate  yjiding, diagonalizing and truncating the 2D-Ha-
treated last, see Section 3. . miltonian takes 18.4 minutes. Constructing a final
As constructing and diagonalizing the complex compact 3D Hamiltonian of 6400 dimension, costs
Hamiltonian in its above form could be both time |ass than 2.5 minutes. PARPACK is then employed
and computer memory consuming, we first solve the o solving the 7SP™ to yield 1200 eigen-pairs, well
77SDTA i i i . T : e
H and then use some of the eigen-pairs as basis gpove the dissociation limit [35]. The diagonalization
for constructing the". ForJ = 0 in this basis, matrix gl time, on 80 T3E-1200 processors, is 21 minutes.
elements of the complex Hamiltonian can be written performing the the eigen-vectors transformation, see

as Eqg. (12), takes about 2 minutes.
nooV _agn m For particular optical potential height and range,
Wapy I 1Wapy) = endum = iWapy U Wapy)- (19) all the 1200 transformed eigenvectors were used for
Within a DVR, the above equation can be simplified forming the complex HamiltonianF’(120Q 1200).
further as Only 3 minutes of real time was required to construct
no\Om . noo.m and diagonalize the Hamiltonian on the 80 processors.
Wapy 1H Wiy ) = endum =1 D gy Yy U ). It should be noted that only the eigenvalues were
Py (16) calculated.
These results are only preliminary. We are currently
Wherey/' is defined by Eq. (10). working on their optimization. Comparisons with the
Constructing the full Hamiltonian in parallelis quite  HOCI results of Skokov and Bowman give excellent
simple. It is similar to theHSP™ formation dis-  agreement for resonance positions and widths which

cussed in Section 3. When= m, the diagonal blocks  agree within the accuracy of the method.
are formed using the locally available transformed
eigenvectors, whereas far# m case, each proces-
sor should receive the require,fzigjgy from another 7. Program performance
processor. In this procedure each processor builds a
ﬁ/(N/p, N) portion of the HamiltonianN being the The speed up of a program dhprocessors is given
size of the Hamiltonian and is the number of proces- by,
sors employed. T
PARPACK is used for diagonalizing the complex S, = _1, a7
Hamiltonian matrix where the imaginary part of the Tm
resulting eigenvalues yields an estimate for the width whereT), is the time it takes the program to run on
of the resonance and the real part gives the energy. M processors. The speed up directly measures the ef-
However, to obtain well converged resonance states, fects of synchronization and communication delays on
it is necessary to vary the range and heightUof the performance of a parallel algorithm. Ideally
and possibly the number of basis functions used. should grow linearly withM. In practice, this is very



444

Table 2

PDVR3DJ performance on the Manchester University Cray T3E-
1200E in seconds for a triatomic molecule ‘vibrational’ calcula-
tions with / =1 and a compact final Hamilt onian of dimension
N = 5120 for Hl\g. Note that only 512 eigenvectors were trans-
formed (see the text). np number of processors. hcettime for

H.Y. Mussa, J. Tennyson / Computer Physics Communications 128 (2000) 434-445

Table 3

PROTLEV3 performance on the Manchester University Cray T3E-
1200E in seconds for a triatomic molecule with= 1 and a final
Hamiltonian of dimensionV = 1024 for Hl\g. See the text for
more details. np = number of processors ang-ftully foupled
Hamiltonian Solution. The time is in seconds

Hamiltonain construction and the transformation of selected eigen-

vectors. bb=time for thek off-diagonal bloks formation. Finally np fe
diag stands for the “vibrational” Hamiltonian diagonalization time. 2 84.05
Note that the time is in seconds 4 46.12
np hcet bb diag 8 2755
16 1330.14 2180.25 1657.06 16 16.83
32 626.24 1113.88 885.99 32 12.92
64 300.67 566.20 498.02
128 147.88 285.38 311.92

In this case matrix construction requires 1/0. Since
the I/O gates are not dedicated to us, this may intro-
duce some arbitrariness to the performance. However,
the actual Hamiltonian construction time is small.
Therefore the diagonalization is the main feature in
PROTLEV3. So the above argument applies and in-
deed confirmed by the figure.

unlikely because the time spent on each communica-
tion increases with the number of processors and thus
the scalability deteriorates when a large number of
processors is employed.

Here only the scalability for the PDVR3DJ and
PROTLEV3 will be discussed. We have tested the
performance of both PDVR3DJ and PROTLEV3 using
the Cray T3E-1200E at Manchester University.

Table 2 illustrates the scalability of the ‘vibra-
tion’program PDVR3DJ using PelGS for solving the g conelusions
Hamiltonian. The Hamiltonian construction and the
transformation of the chosen eigenvectors procedure

shows near-perfect scalability, because the paralleliza- e have developed parallel programs for treating
tion strategy chosen minimizes data transfer, and us- the vibration-rotation motion of the three-atom system

age of BLAS routines, which are optimized for the using either Jacobi or Radau co-ordinates. These pro-
MPP machines, maximizes the performance of the grams are based on the published DVR3D program [7]
floating point operations. The in-core diagonalizer, which is designed for computers with traditional archi-
PelGS, requires considerable interprocessor commu-tectures. Significant algorithm changes were required,
nication so some degradation with increasing number in particular to reduce 1/O interfaces in the original
of processors is to be expected, see I. This problem is Programs. The parallel suite shows good scalability
magnified when eigenvectors are also required. This and can be used for big and challenging calculations.
is an intrinsic problem of parallel direct diagonalizers Generally tests of presently available parallel eigen-
where an implicit Gram-Schmidt step must be imple- Ssolvers favor the iterative eigen-solvers for their low
mented to conserve orthogonality between eigenvec- workspace requirements.
tors extracted on different processors, see [37]. Employing the parallel code we have studied the
It should be noted that only 512 ‘vibrational’ rotation-vibration of a number of key triatomic sys-
eigenvectors, 10% of the total eigenvectors, were tem, such as D, Oz, HNJ, HI, and HCP. We have
transformed (see Section 5). extended the parallel program to look at vibrational
Table 3 shows the equivalent behaviour for resonances which we have studied for HOCI. We are
PROTLEV3, only in-core diagonalization, using PelGS currently extending our method to the resonances in
is considered as it is rapid and gives all the eigen-pairs. rotationally excited molecules.
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